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Abstract

This article presents an approach to understanding human spatial competence that focuses on the

representations and processes of spatial cognition and how they are integrated with cognition more

generally. The foundational theoretical argument for this research is that spatial information process-

ing is central to cognition more generally, in the sense that it is brought to bear ubiquitously to

improve the adaptivity and effectiveness of perception, cognitive processing, and motor action. We

describe research spanning multiple levels of complexity to understand both the detailed mechanisms

of spatial cognition, and how they are utilized in complex, naturalistic tasks. In the process, we dis-

cuss the critical role of cognitive architectures in developing a consistent account that spans this

breadth, and we note some areas in which the current version of a popular architecture, ACT-R, may

need to be augmented. Finally, we suggest a framework for understanding the representations and

processes of spatial competence and their role in human cognition generally.

Keywords: Spatial cognition; Spatial visualization; Orientation; Reference frames; Cognitive

architecture; Computational model

1. Introduction

The importance of spatial information processing extends beyond cognitive maps and

mental rotation. Its tendrils extend throughout human cognitive processing, from reaching

and grasping (e.g., Mulliken, Musallam, & Andersen, 2008), to reasoning about numerical

information (e.g., Gevers, Verguts, Reynvoet, Caessens, & Fias, 2006), to problem solving

(e.g., Fincham, Carter, van Veen, Stenger, & Anderson, 2002). Further, language is replete

with spatial metaphors related to non-spatial concepts (e.g., Boroditsky, 2000; Lakoff &
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Johnson, 1980), and it has been proposed that spatial structure in the environment may pro-

vide a foundation for early conceptual development in children (e.g., Mandler, 1992). More-

over, there is evidence that the origins of complex spatial information processing abilities

across mammals, birds, reptiles, and teleost fish may derive from a common fish ancestor

that inhabited the earth some 400 million years ago (Rodrı́guez et al., 2002).

The foundational assumption that we derive from the broad and extensive research on

spatial cognition is that spatial information processing is central to cognitive processing

more generally. More specifically, we view spatial processing as a flexible and powerful

cognitive tool that is brought to bear by diverse components of cognition to improve the

adaptivity and effectiveness of perception, cognitive processing, and motor action. A corol-

lary of this position is that there are important interconnections between spatial processing

and other components of cognitive functioning. Traditionally, research on spatial cognition

has looked at spatial processing in relative isolation, leading to a proliferation of theoretical

accounts that unfortunately fail to generalize beyond a small set of spatial tasks.

Likewise, models of spatial processing have been confined to specific accounts of particu-

lar phenomena or aspects of spatial competence. These models have taken diverse forms,

from models of reaction time in a mental rotation task (e.g., Bejar, 1990; Shepard &

Metzler, 1971), to robot models of rodent navigation (e.g., Burgess, Donnett, Jeffery, &

O’Keefe, 1999; Touretzky & Redish, 1996), but they do not provide a framework for under-

standing diverse ways in which spatial processing is leveraged in human cognition.

Our goal is to pursue a more integrated theory, which ties spatial information processing

to other components of cognitive functioning (e.g., Gunzelmann & Lyon, 2007). Such

integration is necessary to explain how spatial cognition is brought to bear across the myriad

tasks and domains where spatial knowledge is critical for efficient and effective perfor-

mance.

A vital component of our research is the use of a cognitive architecture representing a

general theory of cognitive processing. Cognitive architectures provide an important meth-

odological advantage for this research, because they comprise validated mechanisms for

many aspects of cognitive functioning that are necessary to account for behavior in particu-

lar task contexts (Anderson, 1983; Newell, 1990). This informs the process of identifying

candidate mechanisms by constraining the set of alternatives based upon existing theoretical

commitments of the architecture itself. In addition, it allows us to address issues related to

the integration of spatial cognition with other components of cognitive functioning by lever-

aging existing theories, rather than becoming encumbered by the need to propose and vali-

date numerous mechanisms that are ancillary to the central focus of the research.

Perhaps the biggest advantage of using a cognitive architecture is that one can work

simultaneously at different levels of complexity. For example, cognitive architectures allow

the modeling of behavior in complex, realistic tasks in which spatial cognition is crucial.

There are many applied contexts, ranging from simulation-based training to geographic

information systems, where understanding spatial cognition and its role in cognitive func-

tioning could lead to innovations that improve quality of life, and even save lives. While our

collaborators are building models of complex behavior in naturalistic task environments

(e.g., Ball et al., 2009), we can use the same cognitive architecture to address in detail key
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components of spatial cognition using simpler laboratory tasks to isolate phenomena of

interest (e.g., Gunzelmann, 2008; Lyon, Gunzelmann, & Gluck, 2008).

In this paper, we present an example of this multi-level approach. We first describe a

computational model of behavior in a complex, realistic task. We then show how laboratory

tasks can be used to understand the spatial information processing that influences perfor-

mance on the complex task, and how those processes can be modeled using the same cogni-

tive architecture. In the course of these latter examples, we will show how the measurement

and modeling of a particular building block of spatial competence cannot be understood

easily without considering the influence of other aspects of the cognitive system.

2. Multilevel analysis of spatial cognition using a cognitive architecture

2.1. Top level: Performance on a complex task

Technological innovations, like remote sensing and simulated virtual environments, have

created new application opportunities and new avenues for research on spatial cognition.

Activities like training in simulated virtual environments and piloting unmanned aerial vehi-

cles (UAVs) are increasingly prevalent. These technologies go well beyond more traditional

spatial tasks like you-are-here maps, navigation, and perspective taking, which historically

have received more research attention (e.g., Huttenlocher & Presson, 1979; Levine,

Marchom, & Hanley, 1984; Malinowski & Gillespie, 2001). Moreover, they are having a

substantial impact on modern society, yet the complex interplay of spatial information

processing, perception, action, and higher-level reasoning involved in their use is still poorly

understood (see Kheener, current issue). More sophisticated theories of spatial cognition are

needed, which can explain performance in these new domains of human activity.

Dimperio, Gunzelmann, and Harris (2008) describe a computational process model that

flies a UAV in a synthetic task environment to perform reconnaissance missions. It uses a

virtual stick and throttle to maneuver a simulated Predator UAV so that high-resolution

surveillance footage of a ground target is obtained through a hole in a layer of clouds. An

illustration of the task environment is shown in Fig. 1. The goal is to maximize ‘‘time on

target’’ while minimizing violations of various restrictions (e.g., ‘‘no-fly’’ zones, altitude

limits). This is a complex task requiring spatial reasoning and planning but also involving

significant non-spatial processing. For instance, substantial knowledge is required to simply

control the aircraft appropriately to avoid situations that cost points in the simulation

but that might put the aircraft at risk in an operational setting (e.g., violations and engine

stalls).

As the task requires that various cognitive activities and functions be fully integrated,

Dimperio et al. (2008) used a cognitive architecture—specifically the Adaptive Control of

Thought-Rational, or ACT-R, architecture (Anderson, 2007)—as the theoretical foundation

for the model. The model interacts directly with the task software, and it does a relatively

good job of matching human performance on measures like time on target and penalty time

(see Dimperio et al., 2008). It also produces routes that are qualitatively similar to the routes
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flown by some expert pilots (Fig. 2). Importantly, the spatial reasoning in the model is

accomplished largely through mechanisms that are not grounded in psychological theories

of spatial cognition. Consequently, as currently implemented there are important questions

about the psychological validity of some aspects of the model. However, valid mechanisms

for these processes are critical for developing a detailed scientific understanding of human

performance in complex tasks, as well as in applied settings where psychological models

may be utilized by decision makers on issues ranging from training, to workload, to inter-

face design.

A full description of the model is beyond the scope of this paper. More important than

the details, however, is a primary motivation for its development, which was to expose gaps

in theoretical coverage within ACT-R, particularly relating to spatial information process-

ing. Table 1 lists several spatial processes that are needed by our UAV model to accomplish

the reconnaissance task but are not explained well using mechanisms that compose the

current ACT-R architecture.

Consider one specific example from Table 1—route planning. In the task, the model must

plan an initial route to fly over the cloud hole. Although the cloud hole may be visible

through the nose camera on the plane, the field of view is limited (about 30�) and distance

information is lacking (see Fig. 1). Sometimes, a no-fly zone blocks a direct path, necessitat-

ing some planning to maneuver around the no-fly zone and get back on the intended trajec-

tory. Such planning is straightforward for humans, but in Dimperio et al. (2008), it was

necessary to use trigonometric functions and waypoints implemented directly in code, due

to a lack of validated computational mechanisms for performing such reasoning in a human-

like manner. While effective in the task, these processes are unlikely to reflect cognitively

valid mechanisms for this kind of planning.

Another example involves coordinating spatial information between the camera-based

representation on the left display and the map-based perspective on the right in Fig. 1

Fig. 1. Illustration of the unmanned aerial vehicle (UAV) synthetic task environment (STE) reconnaissance mis-

sion task. On the left is a nose camera view from the plane of the layer of clouds, with a cloud hole visible in the

distance. Superimposed on this view is a heads-up display (HUD), providing critical information related to the

UAV’s performance. On the right is a map of the area, which also shows the location and orientation of the

UAV and the target location. The location of the cloud hole is shown here for illustration, but it was not visible

to participants in the experiment.
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(A)

(B)

(C)

Fig. 2. Sample flight paths for two expert human pilots (A and B) and the model (C). The image presents a top-

down view of the flight path during a 10-min trial. The lines transition gradually from black to red, with green

portions illustrating periods where the camera was obtaining surveillance footage of the target. The cloud hole is

illustrated for information purposes in blue. The model produces paths that are qualitatively similar to many

human flight paths, although the human paths (A and B) show that the human flight paths were quite variable.
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(Frame of reference transformations in Table 1). The model uses the first-person view for

little more than initially locating the cloud hole and orienting the plane appropriately. Once

that is accomplished, the spatial planning and reasoning is based almost entirely on map-

based information and tends to be mostly heuristic in nature (e.g., fly higher and more

slowly while over the cloud hole). Whereas this is sufficient in the context of this task, there

are many other contexts where more explicit coordination of in situ and map-based informa-

tion is required. In fact, the situation noted in the previous paragraph—planning a route

to avoid a no-fly zone—represents an instance of this, as the cloud hole is visible in the

first-person (egocentric) view, and the no-fly zone is indicated on the map (exocentric view).

This kind of task, which exposes important gaps in the representational and processing

capacities of ACT-R, has been the focus of the research discussed next, which utilized a

simpler laboratory-based task to hone in on this process more closely.

2.2. Component level example 1: Reasoning about frames of reference

In the UAV reconnaissance task, and in a variety of real-world settings, information is

distributed across multiple internal and ⁄ or external representations. The particular situation

in the reconnaissance task is common—perceptual information about the world from a

first-person perspective must be coordinated with map-based representations in a variety of

navigation contexts (e.g., Levine, Jankovic, & Palij, 1982; Malinowski & Gillespie, 2001;

Péruch & Lapin, 1993). We have conducted research on the coordination and integration

required in this kind of task to address how spatial information processing abilities are lever-

aged to make various sorts of judgments (Gunzelmann, 2008; Gunzelmann & Anderson,

2006; Gunzelmann & Lyon, 2006). In one version of the task, participants are shown a

visual scene, depicting a circular space containing a number of objects from a viewpoint

somewhere along the edge. Along with this egocentric view, an exocentric map is shown,

Table 1

Spatial abilities required for the UAV model but not represented by validated mechanisms in ACT-R

Spatial Ability Relevance in UAV Model

Encoding spatial location Representing relative locations of visible objects, including the plane, the

target, and the cloud hole.

Mental rotation Reasoning about aircraft maneuvering based upon map-based representation

of plane location.

Frame of reference

transformations

Reasoning between the egocentric perspective from camera and the map-

based representation.

Spatial reasoning for

route planning

Finding and subsequently returning to the area where the target is visible

through the cloud hole.

Mental simulation of

spatial action

Anticipating consequences of maneuvers; reasoning about strategies for

maximizing time on target.

Visualization and visuospatial

memory

Constructing and maintaining mental images of key spatial information,

such as: the map region from which the target is viewable; the predicted

track of the aircraft; and the ‘‘cone’’ relating altitude to target-viewing area.
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which also shows the object locations. An example is illustrated in Fig. 3. Participants were

asked to click on the edge of the map to indicate the viewpoint for the visual scene. The

response was scored as being correct when it fell within ±15� of the actual viewpoint.

The task illustrated in Fig. 3 was challenging for participants to perform, and error rates

were in the range of 25%–30%, even after significant practice (i.e., hundreds of trials). What

is most interesting about the errors, however, is the distribution of responses relative to the

correct answer. Fig. 4 shows the response proportion as a function of the angular deviation

from the actual viewpoint (the first three points represent responses scored as correct). The

results clearly show that errors in the task were not random. Rather, they tended to be quite

close to the correct answer. The pattern suggests that participants were able to understand
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Fig. 4. Distribution of responses for the model and human participants as a function of angular deviation from

the actual viewpoint. Responses were scored as correct when they fell within ±15� of the actual location.

Fig. 3. Sample trial for a task where participants must identify their location on the map, given the first-person

view of the environment on the right. Responses are made by clicking within the darker shaded ring around the

edge of the map, and they were scored correct if they fell within ±15� of the actual location. In this trial, the

viewer is positioned northeast of the center, looking southwest.
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and identify the correspondence between the map and the visual scene generally but often

failed to estimate the location of the viewpoint precisely enough.

In modeling human performance on this task, we have drawn upon other behavioral and

neuropsychological research that has argued for a distinction between qualitative and quan-

titative spatial processes (Baciu et al., 1999; Kosslyn, Sokolov, & Chen, 1989). The model

makes a response by executing a series of productions that implement a two-step strategy

for the task. The first is a qualitative step, where the model identifies corresponding groups

of objects in the visual scene and on the map. This information is used to narrow the poten-

tial response area to a region along the edge of the map (i.e., an arc where the qualitative

spatial relations are preserved). Then, in a second step, the model uses quantitative estimates

of the egocentric bearing to particular groups in the visual scene to refine its estimate of the

viewpoint location within that potential response area on the map. Specifically, the model

responds when it finds a location on the edge of the map where the bearing estimates are

close enough to what was encoded from the visual scene, based upon prior experience with

the task. Finding the correct response location is challenging because of the differing refer-

ence frames but also because encoding of quantitative information is imprecise. As a result,

the model makes errors, and it produces a pattern of responses that closely approximates the

performance of human participants (Fig. 4).

This model begins to illustrate how qualitative and quantitative spatial reasoning may be

integrated in human performance to accomplish operations in Table 1 like spatial encoding

and reference frame transformations. Variations of this task have also been used to show

how a single general strategy may be adapted for use in different particular task contexts

(Gunzelmann, 2008). However, even in this task, the spatial mechanisms are largely

abstracted and captured in parameters like rotation speed or spatial update time. In other

words, this task is more about using spatial knowledge than isolating the representations and

processes that are involved at the architectural level. To focus even more precisely on those

details, we have developed a task that taxes spatial processing specifically, and which allows

us to address some of the foundational mechanisms involved in visualizing spatial informa-

tion to support decision making.

2.3. Component level example 2: Spatial visualization

Visualizing spatial material is a key aspect of solving many kinds of spatial problems,

including route planning, mental simulation of spatial action, and visuospatial memory

processes mentioned in Table 1 in the context of our UAV reconnaissance task. To further

sharpen our focus on understanding the elementary representations and processing mecha-

nisms that underlie these abilties, we studied visualization using the path visualization task

(Lyon et al., 2008). The goal was to tap the process of visualizing complex spatial material,

while minimizing extraneous aspects of task complexity. The simplest versions of the path

visualization task are similar to the experience of hearing or reading a verbal description of

how to walk or drive from one point to another, except that paths can be in three dimen-

sions. The participant hears or reads a sequence of segments for a path wandering randomly

through an undifferentiated, 5 · 5 · 5 grid space (for example ‘‘Right 1,’’ ‘‘Up 1,’’ ‘‘For-
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ward 1,’’ with segment length always 1 step). Each time a segment is presented, a key must

be pressed to indicate whether or not the new path segment has intersected with any previ-

ous part of the path. Both accuracy and response time are recorded; the latter primarily to

assure that any effects on accuracy are not due to speed-accuracy tradeoffs.

Path visualization is similar in some ways to tasks used by Brooks (1968), Attneave and

Curlee (1983), Kerr (1987, 1993), Diwadkar, Carpenter, and Just (2000), and others. How-

ever, we have argued (Lyon et al., 2008) that this task is particularly good at forcing partici-

pants to actually perform complex, very effortful visualization, rather than using alternative

strategies such as verbal rehearsal or numeric recoding. We believe that this provides us

with an objective measure of accuracy in spatial visualization, thereby revealing some of

the details regarding the underlying mechanisms in this component of human cognitive

functioning.

We have built and tested a detailed computational model (implemented in ACT-R) of

visualization accuracy for this task (Lyon et al., 2008). The model proposes several pro-

cesses that operate on chunks representing segments of the path, localized within a cognitive

representation of space. According to this model, the following three processes are the major

sources of error in this kind of spatial visualization: (a) decay of chunk activation; (b) asso-

ciative interference; and (c) spatial interference. Decay and associative interference are part

of virtually all ACT-R models of declarative memory, but spatial interference is a new pro-

cess that helps to explain the strong effects of spatial proximity found in our data. This

mechanism represents greater confusability between elements being visualized when they

are closer together. In path visualization, this leads to incorrectly identifying an intersection

when a nearby node has been visited. These proximity effects in visualization could prove

to be related to crowding effects in vision itself (Lyon, 2009), although evidence for this

idea is currently inconclusive.

The model was based on experiments in which verbal descriptions of path segments were

exocentric, so for example, ‘‘Up’’ was always toward the top of the space and did not vary

with the facing direction of a hypothetical traveler along the path. There is, however,

another important class of situations in which spatial visualization plays a role. People fre-

quently attempt to visualize paths described egocentrically, with reference to their own vir-

tual facing direction (‘‘Turn right, go 2 blocks, then turn left’’). Although the description is

egocentric, often they need to interpret the result in terms of an exocentric, map-like repre-

sentation.

It is easy to study both exocentric and egocentric path descriptions using the path visuali-

zation task, because any path can be described either way. For instance, a square can be

described in egocentric terms as a sequence of four ‘‘Right 1’’ segments. The corresponding

description in an exocentric reference frame would be ‘‘Right 1,’’ ‘‘Back 1,’’ ‘‘Left 1,’’

‘‘Forward 1.’’ When we compared performance using these two alternatives for presenting

path information, we found that egocentrically described paths produced substantially more

errors (and longer response latencies) than exocentrically described paths (Lyon, Gunzel-

mann, & Gluck, 2007). A possible explanation for this result is that the additional errors in

the egocentric condition are due to an egocentric-to-exocentric translation process that is

used to ‘‘construct’’ a representation of the path in an exocentric reference frame. There-
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fore, we extended our computational model to incorporate this process. Our data show that

the time required to perform egocentric-to-exocentric translation increases substantially as

the orientation of one’s (virtual) body differs from upright and facing forward (Fig. 5). Once

this factor was incorporated into the model, we could account for the difference in accuracy

between egocentric and exocentric conditions. Interestingly, the model explained this result

based solely on the increased decay associated with the longer latencies produced by the

translation process (Lyon & Gunzelmann, 2009).

Another important aspect of the path visualization task is that the same set of paths can

be presented using a variety of different methods. The results discussed above came from

experiments in which people visualize paths that are described verbally. However, UAV

operators experience both verbal descriptions of paths and the virtual experience (from the

nose camera feed) of moving along a path, turning, climbing, etc. To examine the influence

of this perceptual information, we compared error rates for egocentrically described paths to

paths experienced through virtual motion (Lyon, Gunzelmann, & Gluck, 2006). The result

was clear—virtual motion did not improve visualization accuracy. Of course this result

applies only to the process of visualizing the abstract path itself, including the ego-to-exo

translation process. Visualizing landmarks is a very different matter, and it would be

expected to benefit from visual depiction over verbal description.

The results using the path visualization task expose some details regarding the mecha-

nisms of spatial visualization identified in Table 1. They suggest that the mechanisms that

cause errors in visualizing a mental map operate in a similar way for very different percep-
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Fig. 5. Speed of mentally constructing each segment of a 3D allocentric ‘‘map’’ of (virtual) movements through

a grid, shown as response times (ms) for correct responses in the task as a function of the misalignment of the

imagined orientation. The time to visualize a map segment increases with increasing misalignment of one’s vir-

tual body from an upright, forward-facing orientation. For example, a top misalignment of 180� would be stand-

ing on one’s head; a facing misalignment of 90� would be facing either right or left. Note that the faster response

time in the 180�–180� misalignment condition appears to reflect a somewhat easier situation, where the rotations

produce a mirror-image rotation that can be computed more quickly (e.g., Gunzelmann, 2008).
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tual inputs (Klatzky, Wu, & Stetten, 2008). In addition, the model illustrates that maintain-

ing visualized information may be subject to many of the same dynamic influences as other

forms of declarative knowledge. These findings speak to the nature of the representations

and processes that are needed in developing a quantitative account of human spatial

competence.

2.4. Summary

The tasks and models described in this section represent an example of an architecture-

guided, multilevel research strategy that addresses both complex, naturalistic tasks (UAV

reconnaissance) and controlled, laboratory examinations of spatial processing in two differ-

ent tasks. By using a cognitive architecture that is capable of modeling both complex tasks

and key component processes, we can hope to eventually show exactly how spatial compe-

tence is integrated with non-spatial cognitive processes, and how elementary spatial pro-

cesses support complex cognitive functions like those mentioned in Table 1. In the next

section, we look at the other side of the coin, namely, the gaps and shortcomings that

we have encountered in trying to apply the architecture-guided strategy using a specific

cognitive architecture—ACT-R.

3. Critique of the architecture-guided approach to spatial competence

The focus of this section is on evaluating what additional theoretical components may be

necessary to create a robust and general ability to represent and manipulate spatial knowl-

edge within a general theory of human cognition. We discuss this in the context of ACT-R.

However, we concentrate on components tied directly to spatial information processing

capacities and avoid, to the extent possible, ACT-R jargon and details. While the context is

ACT-R, we believe that our claims are generally consistent with the current state of most

other cognitive architectures as well.

3.1. Spatial representations

Spatial cognition requires some way of representing spatial information perceived from

the environment. Klatzky et al. (2008) argued that spatial representations may be amodal

and derive from multiple sensory modalities, or indeed, emerge from their integrated contri-

butions. Currently, ACT-R (and other cognitive architectures) lacks a capacity to derive

spatial knowledge from perceptual input (Encoding Spatial Location in Table 1). Rather,

the default ACT-R representation of spatial location is as screen coordinates, with depth

represented as a static value based upon a standard viewing distance of an individual from a

computer display.

To appropriately capture the dynamics of human interaction with the environment, more

psychologically based representations are required, specifically representations grounded

in both egocentric and exocentric frames of reference. This reflects evidence that both kinds
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of representations play important roles in human spatial cognition (e.g., Burgess, 2006;

Franklin & Tversky, 1990; Mou & McNamara, 2002; Sholl & Nolin, 1997), though we sug-

gest that higher-level processing may be necessary to derive exocentrically based represen-

tations (see Harrison & Schunn, 2003; Klatzky, 1998). This conjecture is supported by our

research using the path visualization task (Lyon & Gunzelmann, 2009).

Egocentric representations play a key role in immediate action, like reaching or grasping

(e.g., Daprati & Gentilucci, 1997), and object avoidance during navigation (Harrison &

Schunn, 2003). At the same time, a long history of research in neuroscience has established

the role of exocentric representations in spatial processing, particularly the role of place cells
(e.g., O’Keefe & Dostrovsky, 1971; O’Keefe & Nadel, 1978), and more recently boundary
vector cells (e.g., Hartley, Trinkler, & Burgess, 2004) in coding the spatial location of oneself

and other objects in the external environment. It is these representations, and the correspond-

ing processing mechanisms, which we hypothesize form the foundation for human spatial

competence across the diverse range of tasks and domains mentioned in the introduction. Our

research using path visualization has helped to uncover basic characteristics of the underlying

representational structures, while our experiments investigating reasoning about reference

frames speak to the precision and the flexibility with which they can be used.

3.2. Spatial transformation processes

There is considerable evidence that the human brain implements processes specialized

for performing various transformations on the spatial aspects of perceptual input. These

transformations are believed to be critical for coordinating perception and action as part of

the dorsal stream in visual processing (e.g., Milner & Goodale, 1993). Moreover, neural

mechanisms that elegantly support reference frame transformations have been identified in

parietal cortex (Andersen, Essick, & Siegel, 1985; Andersen & Mountcastle, 1983; Zipser &

Andersen, 1988). Specifically, collections of cells in this area create gain fields, which can

efficiently transform spatial representations from one coordinate system to another (Xing &

Andersen, 2000). For instance, gain fields can transform retinotopic information derived

from vision to ‘‘head-centered’’ coordinates to guide visual attention (e.g., Smith &

Crawford, 2005), or to a ‘‘hand-centered’’ reference frame that is suitable for reaching and

grasping an object (e.g., Mulliken et al., 2008).

Note that head-centered and hand-centered reference frames are, in spatial terms, differ-

ent types of egocentric reference frames, as they represent spatial location with respect to

the coordinate system defined by a part of the individual. A remaining issue relates to

whether and how gain fields may be used to convert egocentric visual input to an exocentric

representation, perhaps leveraging boundary vector cells and place cells to support the

encoding and transformation processes. This is a critical process in spatial visualization and

is one focus of our current research (Gunzelmann & Mohebbi, 2010). This research extends

our research using path visualization by investigating the details of the egocentric-to-allo-

centric translation process that is an important mechanism in the model, but where the

details of the processing mechanism are lacking (see Table 1, Frame of reference trans-
formations).
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Once exocentric representations have been computed, they may be used in spatial compu-

tations like constructing complex representations of spatial layouts, distance and bearing

estimates, and magnitude comparisons. Note that these operations are not free or automatic

in this perspective but require effortful processing and attention to combine and integrate

elemental spatial knowledge. We believe that a relatively small set of basic transformations

exists, which can be combined in various ways to support a variety of higher-level spatial

reasoning operations, from mental rotation (e.g., Shepard & Metzler, 1971), to map-based

orientation and reasoning (e.g., Gunzelmann, 2008; Gunzelmann & Anderson, 2006), to

complex mental simulation (e.g., Hegarty, 1992; Trickett & Trafton, 2007). These are all

identified in Table 1 as existing limitations that play important roles in understanding per-

formance on a complex task like UAV reconnaissance. Drawing upon the orientation-with-

maps research described above, we suspect that both qualitative and quantitative processes

are available, which likely reflect the functions of distinct cortical areas (e.g., Baciu et al.,

1999; Kosslyn et al., 1989).

Unfortunately, these transformation processes are not easy to implement naturally in

ACT-R. For one thing, the basic representations that they depend upon are not currently part

of the architecture. This makes the goal of integrating research findings on spatial transfor-

mations with what is already known about other cognitive processes (such as declarative

memory retrieval or goal-directed problem solving) all but impossible to accomplish with-

out first attending to the representational issues described in Section 3.1.

3.3. Spatial visualization

When the transformation processes discussed above are applied to foundational spatial

knowledge in the context of a spatial task, the result is, at some stage, a higher-level repre-

sentation that integrates spatial and perceptual information to instantiate a representation of

the emerging situation (c.f., Zwaan & Radvansky, 1998). Therefore, performance on com-

plex spatial problems such as those embedded within the UAV reconnaissance task will be a

function of both the efficacy of spatial operations and the accuracy of maintaining the spatial

visualizations of the intermediate and final results.

As noted earlier, we have succeeded in adapting ACT-R’s declarative memory component

to model various phenomena in the visualization of complex paths (Lyon et al., 2008). We

believe that this has led to some new and interesting insights about visualization (for exam-

ple, the existence of lateral-masking-like interference in spatial images). However, research

currently in progress suggests that this may not be the best long-term solution to modeling

visualization in a general way and that a different kind of representation is needed.

One possibility is that spatial visualizations share representational features with

perceptual encoding, as suggested by research on mental imagery (e.g., Kosslyn, 1994;

Kosslyn, Thompson, & Ganis, 2006) and by the evidence for spatial interference in our

path visualization results. However, even if this is the case, our results also clearly indi-

cate that these representations are also affected by processes similar to those that influ-

ence the availability of semantic knowledge in declarative memory (e.g., decay and

associative interference). Thus, one issue to be addressed is the relationship between
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foundational spatial knowledge (discussed in Section 3.1) and spatial visualizations,

which include more perceptually grounded information to contextualize the spatial infor-

mation.

3.4. Episodic knowledge

Another requirement in our conceptualization of an architecture-based approach to spatial

cognition is an episodic representation that integrates multisensory information to store epi-

sodes in declarative knowledge. In a sense, episodic representations are available in ACT-R,

but there is a need for integration across sensory modalities to more specifically capture epi-

sodic experiences (or situations; Zwaan & Radvansky, 1998) that are not well-explained

currently in the architecture. In terms of spatial processing, something like an ‘‘episodic

chunk’’ would not only provide a robust encoding of particular events and experiences but

also provide a means for creating and manipulating mental images. If episodes were stored

as a form of declarative knowledge, this would imply that they may be retrieved, essentially

re-instantiating a perceptual experience as a mental image (or visualization) for re-inspec-

tion. At that point, spatial transformations to that mental image, such as translation, rotation,

and rescaling, could be performed.

In our view, episodic representations provide for another primary function of mental

imagery besides the re-instantiation of a particular perceptual experience. The representa-

tions in this buffer must be rich enough to incorporate the generation of specific novel char-

acteristics of visualized objects and spatial configurations. Researchers studying the nature

of computation with visualized representations (e.g., Barkowsky & Freksa, 1997; Glasgow

& Papadias, 1992) argue that at least some of the power of such representations comes from

the requirement that spatial visualization must make commitments about many aspects of

the situation that it is representing. A visualized line must have some extent and thickness;

an object must have a particular position relative to others. ACT-R provides a possible

mechanism for achieving this, as declarative knowledge can specify ‘‘default’’ values for

attributes of different types of knowledge, which can augment spatial visualizations when

details were not encoded or have been forgotten.

3.5. Summary

Fig. 6 is our attempt to construct a visual representation of the gaps we have encountered

in trying to apply an architecture-based approach to spatial cognition. It depicts the current

components of ACT-R (illustrated in general terms), which reflect a degree of consensus

about the general processes involved in cognition, at least with regard to verbal and proce-

dural content. The foundation is a perceptual-cognitive-action (motor) loop, which is influ-

enced by stored knowledge. Spatial processing is represented as an additional influence on

the flow of cognitive processing, which has deep connections to the perceptual, cognitive,

and action processes. This reflects our claim that spatial information processing is central to

effective and adaptive interaction with the environment. Spatial competence consists of this

set of hypothetical new elements, along with interconnections among them and other com-
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ponents of cognitive functioning. If implemented in an empirically justified way, we believe

this could fill many of the gaps in the current architecture.

4. Conclusion

In this paper, we have discussed research targeted at developing a detailed and general

account of human spatial competence. By spatial competence, we mean to suggest some-

thing more than spatial information processing in isolation. Rather, we include the integra-

tion of those mechanisms with other components of cognition to understand the

representations and processes supporting spatial ability, as well as their role in overall cog-

nitive functioning. We have suggested that using a cognitive architecture to guide research

and modeling can contribute to an integrated picture of cognition that includes spatial pro-

cesses, but we have also noted gaps in one particular architecture’s current representation of

spatial thinking.

Our research addresses some of the existing gaps. Table 1 shows several limitations of

ACT-R in the context of a model that pilots a UAV to perform reconnaissance. In Section 2,

we described ongoing research to isolate phenomena of interest and develop more detailed

theoretical mechanisms. In Section 3, we discussed how the capacities and mechanisms we

have identified could help to address many of the existing limitations. The ultimate goal is

to create a more comprehensive theory of the human cognitive system, which is important

both for our scientific understanding of the human mind and for real-world applications

aimed at understanding and improving human performance in a variety of domains.

Note that the representations and processes associated with spatial competence occupy a

central position in Fig. 6. This reflects our position, outlined in the introduction, that spatial

information processing represents a powerful and flexible information processing tool that

Fig. 6. Conceptual illustration of the components of our general theory of human spatial competence and their

integration with other aspects of cognitive functioning.
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is drawn upon pervasively by perceptual, cognitive, and action processes. This includes

coordinating perceptual inputs with motor actions, as well as higher level cognitive func-

tions ranging from reasoning and problem solving to language and mathematics. This

enables the cognitive system as a whole to achieve more adaptive performance in a spatially

rich and complex environment, making planning, problem solving, and decision making

more effective in a variety of circumstances.

Finally, it is worth noting that our goal is to develop more than a superficial integration

of these mechanisms with a particular unified theory of cognition—ACT-R. Instead, the

focus is on using the architecture explicitly to aid in refining and specifying critical details,

leading to a more comprehensive theory of the human cognitive architecture and enabling

substantially greater functionality than exists today. Moreover, we do not mean to imply

that the best research strategy would be to simply begin implementing all of these new

potential components of the architecture. We wish to find the most parsimonious model that

is powerful enough to account for the empirical phenomena in spatial cognition and general

enough to be applied to important complex tasks. This is likely to depend on sustaining a

close interaction between evaluations of models in complex task environments and the rig-

orous validation of mechanisms in carefully controlled laboratory paradigms to ensure that

the accounts are psychologically valid and that they scale up to real-world tasks and

domains.
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